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Abstract— We study the deployment and configuration of the A. Related Work

next generation of network traffic filters within a quantitat ive : :
framework. Graph-theoretic and optimization methods are A related and more studied area of research is network

utilized to find optimal network traffic filtering strategies that ~Monitor placement for traffic measurement. In this paper
achieve various security or cost objectives subject to haslare ~we make use of the framework introduced by Cantieni et.
or security level constraints. We rely on graph-theoretic on-  al. [5] on the monitor placement problem. In the mentioned
cepts such as centrality measures to assess the importanceé o paper, the authors set up various optimization problentgusi

individual routers within the network, given a traffic patte rn. . . :
In addition, we consider several possible objectives invaing the sum of the squared relative errors of traffic flow sizes

financial costs associated with traffic filtering, the cost ofailing ~ @S the convex objective function for minimization problems
to filter traffic, a utility associated with filtering traffic, and involving constraints on sampling rates and capacity. Aapt
combinations of these costs and this utility. These optimaion  relevant paper on the monitor placement problem takes a
problems are solved taking into account constraints on netark-  gimilar approach, but uses more sophisticated cost models

wide filtering capabilities, individual filter capabilitie s, and also . . . - S . .
lower and upper bounds on the effective sampling rate for involving discrete variables indicating where monitord| wi

source-destination pairs. Centralized but dynamic solutins of P& placed [6]. The same paper also considers constraints
the resulting problems are obtained under varying network requiring that some minimum benefit be provided while a
traffic flows. The resulting optimal filtering strategies are cost metric is minimized.

simulated in MATLAB using real traffic data obtained from While the malware filter placement problem has not been
the Abilene project. Simulations comparing these strate@is g jied ysing an optimization framework similar to those
with some heuristic approaches demonstrate that they are nre . .
effective in achieving network traffic filtering objectives. discussed above, it has been analyzed from a game theoret-
ical perspective. Kodialam and Lakshman [7] consider the
I. INTRODUCTION most difficult filter placement scenario where the attackes h

Computer networks have become an ubiquitous but vulnefomPplete awareness of the network topology and can choose

able aspect of corporate, university, and government¥ige. (e path that malignant traffic will take. In [8], a Markov
the increased complexity of computer networks combine@®me between an attacker and an intrusion detection system
with the ingenuity of attackers means that they remaifPS) is considered.Th(_e attacker selects nodps to attao?x fr
susceptible to expensive attacks from worms, virusesHs)j and nodes to target while the IDS chooses links on which to

and other malicious software, which we simply refer to a§eploy traffic filters. _
malware[1]-[3]. Yet another approach to the malware filter placement

gproblem is currently being pursued by researchers at Ben-
available to network administrators. Network traffic figker GUrion University in Israel. This approach involves celitya
provide protection by sampling packets or sessions andreiteasures, which originated in social network analysis. Re-
comparing their contents to known malware signatures &ent developments allow for these measures to be calculated
looking for anomalies likely to be malware. Filtering capaduickly [9]-

bilities have begun to be integrated into routers themselveB. Summary of Contributions

so as to reduce hardware deployment costs and to allow forOne of the questions we investigate in this paper is the
more adaptive security [4]. Future traffic filters are expdct value or importance of a single router or link in a network

to _be _con_ﬂgur_able, net_work_ed, aqd even autonomous. O ith a given traffic pattern. Using modified versions of well-
objef:nve n th.'s paper Is to mves_tlgate_th_e deployr_ne_nt aChown centrality measures from graph theory, we show that
configuration issues of such devices within an optimizatiof) . . - <o urce-destination pairs are weighted based on traffic
framework. magnitude in centrality algorithms, the resulting cerityal
1Research supported in part by the Deutsche Telekom AG. measure for each routgr is equive}lent to the _traffic seen at
2Research supported in part by the a grant from the Boeing aojnp ~ each router under certain assumptions on routing algosithm
p galg

Network traffic filtering is one of many security method



This intuitive but not immediately obvious result allowstas sources,D C R be the set of all destinations, arfé be
easily use these centrality measures in cost functiondirlga the set of all source-destination paiks d). The number of
to quantitative expressions of common network securitghortest paths betweenc R andd € R is 054. The number
objectives. of these shortest paths that pass through seme R is

The main contribution of this paper is the development,,(r). Moreover, the amount of traffic betweenand d
of a quantitative optimization framework wheffdtering is usq. TBC assumes that there are multiple shortest paths
strategiesare derived. These strategies indicate at what rateetween a source and destination and that they are equally
to filter packets or sessions at a specific configurable filgeri likely to be used. TBC of a router, denoted byCr5(r), is
router or device at a given time. We set up and solve then defined as the fraction of shortest paths of all source-
variety of optimization problems to determine the optimatiestination pairs that pass through a particular route) wi
filtering strategy for different objectives involving seity  each source-destination pair being weighted by its traffic
level, centrality, and costs. Furthermore, we take intmant magnitude.
various hardware- and security-level constraints. Thevggit 7o

. . . . L sd T)

strategies resulting from these problems are simulated in a Crp(r) := Z Usd
dynamic environment with real traffic data. (s,d)EP Tsd

1)

If at least one shortest path for any source-destination pai
o ) . passes through a given routerthenCrg(r) > 0.

Computer network administrators face a variety of objec- a special case would be based on stress centrality and
tives and constraints involving the network security lesetl -5 edtraffic stress centrality (TSCHere we do not assume
the financial or technical cost of achieving that securitgle hat all shortest routes are used with equal likelihood but

We combine and express these constraints and objectiggher that one is chosen. In this case if a node is on this
within the four malware filter placement problems evaluatedg|ected shortest route ther, = 1, otherwise it is). TSC

Il. MODEL AND PROBLEM FORMULATIONS

in this paper. _ of a routerr is then defined as

We consider a network of configurable, networked routers
with traffic filtering capabilities which can be dynamically Crs(r) ==Y twaoea(r) (2)
and remotely set by a centralized server. Some subset of (s,d)eP

these routers are source routers and another (potentiallyThere exists an intuitive but not immediately obvious
overlapping and typically identical) subset are destorati re|ationship between the traffic centrality measures défine
routers. Other routers are routers here and the actual traffic that passes through a router.
We do not explicitly consider the effectiveness of malwar@ssume that the traffic between all source-destinationspair
filters. We assume that filtered packets are marked so that W8 this network is routed using either (a) a load-balancing
do not redundantly filter particular packets. In additior® W shortest path routing scheme where all the packets sent from
assume that the network administrator has full knOWledg& source node to a destination one are equa”y ||ke|y to be
of the network traffic, possibly with some delay. Finally, wegelivered through multiple shortest paths between therh)or (
do not consider how the act of filtering malware will altera simp|e shortest path scheme where all packets between the
the quantity of traffic on a link or the quantity of malwaresource and the destination nodes are delivered consistent|
at future routers because we assume that the proportionfough a single shortest route. Then, the amount of traffic
malware in the network is relatively low. AlthOUgh we will on a routerr is equa| to the TBC measure in the case of
discuss here packet filtering, all of the developed theody antouting scheme (a) and the TSC measure in the case of
results also apply to the filtering of sessions. scheme (b). These relationships can easily be proved by
comparing the definitions of traffic centrality measureshwit

_ . o simple equations for traffic at routers under these routing
We introduce two new centrality measures within thechemes.

measures, as described in [9], involve source-destinatiQhuters on a network, and hence are helpful when defining

pairs, but each pair is weighted identically. A more releppjective functions for malware filtering problems.
vant and accurate centrality measure would weight source-

destination pairs according to the magnitude of traffic thdd- Centrality-Based Problem

travels between them. Moreover, traditional centralityame  Failing to filter a portion of traffic at a router with a high

sures consider every node to be a potential source and destntrality measure is likely to be more damaging than fgilin

nation, but this is not the case for core routers. Therefoee, to filter at a router with low centrality. This motivates ugin

propose only considering those nodes that are in fact ssurce cost of the formC'rs(r)(1 — p,) summed over all routers.

and/or destinations (i.e. no core routers) in our cenyralitWe choose to square this quantity because we assume that

calculation. as increasing amounts of malware pass through a network,
Traffic betweenness centrality (TB®)betweenness cen- the cost to the network increases quadratically. @allt)

trality with the above two changes. Lét be a set of all the number of malignant packets to traverse a routerR

vertices in an undirected graph. L8tC R contain all the in some amount of time. If a filtering rate ofp, is in

A. Centrality Measures for Network Link Assessment



place at this router, thenm,.(t)(1 — p,) of these packets the last time step by solving the quadratic programming
will successfully pass by the router undetected. If we assunproblem (3) with the constraints (7). This problem can be
that the amount of malware at a router is proportional to theolved using a gradient projection method with the Armijo
amount of traffic at the router, then it is also proportiomal t projection arc step size rule (see [10] Section 2.3). This
the centrality of the router. Thus, we can substitute a traffimethod is guaranteed to identify the correct set of active
centrality measure in fom,.(t) in the previous expression, constraints when there are too many constraints.

leading to the same cost expression. Galk vector of all

of the filtering rates,.. C. Centrality and Sampling Cost-Based Filtering Problem
The centrality-based problem is therefore defined as In this problem, we do not put an upper bound on the
. number of packets that can be filtered network-wide, but
mrinr;%MT(pr)’ 3) rather place a cost on packet sampling and include it with
the centrality-based metric in the objective to be minirdize
where Hence, we minimize a sum of th&/,(p,) and a cost on
M,(p,) = Crs(r)*(1 — p,)*. (4)  the sampling itself, weighted by;a. We multiply by @

so as to allow more accurate comparisonsHef values
1%cross networks with different traffic loads. Thus the peafbl
ecomes

We consider a constraiiton the total number of packets
that we may filter. This constraint reflects the aggrega
capacity limitations of the filtering devices at hand. Lgtt)

denote the traffic observed at routerat time t. Then the mgnz (M (pr) +n1uurprer] (8)
constraint is expressed as TER
> up(t)pr <96 (5) wherec, is a per-packet sampling cost on limk

We no longer face a constraint on the number of packets
] to filter but only require that eacp, value must remain
_If we assume that filtered packets are marked and ngktween and1. The constraints on the effective sampling
filtered again, we can easily impose restrictions on thgte remain as in 7.
effective sampling ratéor source-destination pairs. Let the e again have a convex optimization over a compact set,
indexj refer to a source-destination pair in the set of sourcgsyy we will have a globally optimal solution. Note that if
destination pairs. Let the fraction of shortest paths that a,, = 0 and the constraint on the total quantity of filterifig
routerr lies on for a particular source-destination paibe s 5qded. we arrive at the centrality-based problem.
specified by¢;(r). If there is only one shortest path or only ¢ centrality and sampling cost-based problem can be

one that s used for source-destination gaive can sef;(r)  golved using the same methods as for the centrality-based
to 1 for all routers on that path an@ for all other routers. problem.

Finally, let . be a discrete variable indicating whether or
not filtering is enabled on the router. Considering that D. Effective Sampling Rate and Filtering Cost-Based Prob-
packets are not sampled twice because of packet markingm

the effective sampling rate for pajrbecomes

reR

In this problem we minimize a cost that combines the
pj = Z & (T)pryr. (6) cost of enabling traffic filters at routers and also a per-pack
reR sampling cost less a utility that captures the benefit of énigh
effective sampling rates. A constraint is set up such that
gach source-destination pair has some minimum effective
ampling rate. Assume thgt is the cost of implementing
ltering at a particular router € R per time step. Ley,
e a discrete variable/{ = {0, 1}) that indicates whether or
é}.Ot filtering is enabled at a particular router.
Moreover, we assign a utility to sampling source-
gestination pair traffic. Thus in certain cases it will be
eneficial to filter so as to achieve effective sampling rates
above the minimum required effective sampling rate. We

Note that thep, values refer to the proportion of thetal
amount of traffic at a router that is filtered, even though w
assume that filtered packets are labeled and not filteree.twitf

This problem may entail some additional constraints. Th
p, values must remain betweénand 1. Furthermore, the
effective sampling rate may be required to remain betwe
someminimum effective sampling rateand1, as any value
greater tharl would indicate that packets are sampled mor
than once. These additional constraints are

pr€1[0,1], r € R then minimize the costs associated with filtering packets an
pj €la,1], jeP (7) implementing filters less this utility. Let us define thislityi
function as

When we enforce these constraints, we call this problem the Ulps. i) = pisids 9
. . . . (p_]7j) = pPjsSjdyj- 9
constrained centrality-based probleiNotice that, since we
are minimizing a strictly convex function on a convex non4n this case we simply multiplicatively weight by the value
empty set, a unique optimal solution always exists. of the destinationd; and the suspicion level of the source
In this case a centralized server calculates optimal fileeri s;. This problem then becomes the mixed-integer non-linear
for the current time step based on traffic measurements frgmnogram (MINLP) defined as



Saatls Input: Traffic measurements for last time step, network
topology, network routing

Output: Filter configurationf, filtering ratesg

Solve optimization problem defined by (10) and (11)

with continuousy, values

foreachr € R do

Bshington | if y,p, < /3 theny, — 0 elsey, — 1;

end

f < resulting configuration;

Keeping they, values fixed af, again solve the

Houston ' optimization problem defined by (10) and (11)

g < resulting filtering rates;

m « resulting cost;

Fig. 1. Topology of the Abilene network. forQaCh r € R do
if y. =1 theny, — 0 elsey, « 1;

f’ — resulting configuration;
Keeping they, values fixed af’, again solve the
optimization problem defined by (10) and (11)

MNew York

Chicago

Dernver

Kansas City

Los Angeles

min Z (ot + YrCrprir] — Y2l Z Ulpj,j).  (10) g’ — resulting filtering rates;
Py R jEP ¢ « resulting cost;
. . . . . if then
An interesting special case of this problem is when= 0. CTE ﬂ c
Then the concern is simply to achieve the constraintpon £ £
a_md _the effective sampling ratgs while minimizing the g—g
filtering costs. Restart for loop.

The constraints on the effective sampling rate are similar end
to those in previous problems. Suppose also that a vectorend

Pmae: denotes the maximum filtering rate available at each . ] . - ) ) -
€ R. Then, the set of constraints are: Algorithm 1: Algorithm for finding optimal filter con

figuration and filtering rates

pj € [a,1] Vj

Dr S [Oapmam(r)]a re R
yr € {0,1}, re R (11) A. Constrained Centrality-Based Problem Results

When simulating the constrained centrality-based problem
' described by (3), (5), and (7), we compared our optimal solu-
e : o tjon (described in Section 1I-B) with a benchmark approach.
(specification of which routers have filtering enabled an he most likely heuristic to be applied in a variety of cortgex

which do not), we _have a linear opt|m|z_at|on pro*?'em ONs to simply filter as much traffic as possible. This benchmark
a compact set, which will have an optimal solution th?ﬁ

A globally optimal solution to this problem will exist
but it may not be unique. For eactiter configuration

b ! it thi L bl . | trategy can be specified as a linear program which is solved
may not be unique. this optlmlzguon problem 1S SOVeCt aach time step. The objective of this linear program is to
for each possible filter configuration (there a& such

; ! . i . filter as much as possiblenaxy, ) -, ., p-. The constraints
configurations), we will be able to find the (potentially non-, given by (5) and (7). The upper bound on filtering at

unique) globallx optimal solution. . each time step will be set @00 million bits per time step.

We useAlgorithm 1 to solve the resulting MINLP for e jqwer hound on the effective sampling ratd {s 0.15.
a small _netwo_rk_(te_ns of nqdes) n tWO. steps. He_re 4 The two filtering approaches are compared by investigat-
filter configurationindicates which routers will have routing ing the costs incurred by each. The cost incurred when using
en\f;lvbled ar;)cli which wil nr(])t. S b H the optimal solution to the filtering probler.g3 x 10'2) is

e enable routers w ererpr = o/3 ecause these consistently but not significantly lower than the cost imedr

are routers where the optimization process indicates thatv\fhen using the benchmark approag0 x 102). In fact
nontrivial quantity of filtering should occur. Note that shi . is only about &.75% improvem.ent The t;enchmérk
glgtont?m IS guar_almttied tlol;‘mld a r_outer-by-router mlnlmun&pproach picks filtering rates such that as much filtering as

ut not necessarily the global minimum. possible (given thé constraint) is performed. The optimal
approach also filterg packets because filtering more packets
leads to lower costs, and so this bound is tight. How

We utilized actual traffic data from the Abilene projectthe available filtering is distributed across the routeresdo
for our simulations [11]. Fig. 1 shows the Abilene networkmatter, and the optimal solution achieves a slightly lovastc
topology. by filtering more at routers with high centrality measures.

IIl. SIMULATIONS AND RESULTS



TABLE | TABLE Il

ROUTER TRAFFIC-WEIGHTED STRESSCENTRALITY AND FILTERING RESULTS OFEFFECTIVE SAMPLING RATE AND FILTERING COSTS
RATES UNDERBENCHMARK AND OPTIMAL APPROACHES TO THE PROBLEM SIMULATIONS WITH VARIOUS 2 VALUES
CONSTRAINED CENTRALITY-BASED PROBLEM
Benchmark Algorithm 1
Router | Cg(r) | Optimal | Benchmark 72 Cost (F"ti;‘g;j Cost (Flltle(;g;j % Improvement
X X

STTL 201 0.068 0.411 0.025| 1100 | 384 715 595 20.1%
SNVA 370 0.080 0.000 0.05 866 384 208 768 76.0%
LOSA 246 0.060 0.150 0.5 -5040 384 -13800 912 173%
NYCM 518 0.087 0.289
WASH 393 0.055 0.000
DNVR | 670 0.100 0.150 a quarter of that. More than two-thirds of the cost of
HSTN | 215 0.077 0.289 implementing the benchmark approach is a result of the
KSCy | 798 0.200 0.000 filtering cost, while this cost only accounts for a quarter of
CHIN 593 0.054 0.000 the optimal approach’s cost. This leads the optimal apgroac
IPLS 815 0.221 0.150 to incur a38.8% lower cost than the benchmark approach.
ATLA 305 0.067 0.150

C. Effective Sampling Rate and Filtering Costs Problem
Results

In this section we discuss simulations of the problem

Thus, these two approaches lead to similar cost results. e .
PP dspecmed in Section II-D.

It is interesting to examine how the filtering is distribute 1) No Utility Consideration 4, = 0): First we wil

by the optimal solution, as this is what leads to its Iower[.cosexamine the special case of (10) whege— 0. This means

Table | shows the filtering rates at each router specified ti at constraints on the effective sampling rate (11) must
the optimal and benchmark approaches as well as the traffB:—

g ) : e met, but there is no utility award for achieving higher
weighted stress centrality of each router for a particular . .
time step. In general, higher'rs(r) values lead to higher effective sampling rates.
filterin ra;tes at route’rs for thgso timal solution, but not f We setc, = 1 and f, = 100. We als0 Sepaa 10 be
9 P ' 0.20. This means that each router can filter at nzsk of

the benchmark solution. This allows the optimal solution tci’ts traffic, which could be the result of a hardware constrain

2??:2}#1 aaslotvr\:grbce%scth?;l/z:]kva\:ggfo]:}:ehnng the same quantity We compare the solution _determine_d by algorithm 1 with
' a benchmark approach of simply filtering at a ratex at
each router. The average cost per time step incurred by the
benchmark solution i2520, while the sub-optimal solution
Here we consider simulations of the problem specified ifeads to an average cost of orily10. This represents a cost
Section II-C. For this problem we use the same approach gavings 0f27.0%.
for the constrained centrality-based problem. The resnlts  The choice of filter placement suggested by algorithm 1
this case depend largely on the value of theparameter in  meets the constraints on the effective sampling rate while
the centrality and sampling costs problem ((8) and (7)).sThuusing only six filters. By using five fewer filters than the
results are presented for various values of fheparameter penchmark approach this solution generates cost savings.
in Table II. We will use the same benchmark approach as in 2) With Utility Consideration 4, # 0): For these simu-
Section llI-A, but without the constraint on total filtering lations the source and destination weights will be set.to
In each case in Table Il the optimal solution to the probleras in Section 11I-C.1, the cost on filtering a unit of traffic
performs better than the benchmark approach. is set t0100 times cheaper than the cost of enabling a filter
The ~; parameter captures the trade off between the twat a router for one time step. We set the maximum filtering
costs in this problem (8). When; is zero as in the first ratep,,,, to 0.20 for these simulations while the benchmark
simulation, there is no cost on filtering packets and wepproach will be the same as used in Section 1lI-C.1. In this
have the same problem as the constrained centrality-badsghchmark approach, all routers are utilized as filters.
problem but without the upper bound on filtering).(Thus The results, as for the centrality and sampling costs
in this case the optimal solution chooses to filter signifisan problem, depend largely on the value selected for As
(1043 million bits per time step). The benchmark approach, becomes larger, the utility achieved by higher effective
also filters significantly 448 million bits per time step) and sampling rates becomes the a more important factor in
thus is quite competitive with the optimal solution. Thethe minimization problem, and thus filtering at higher rates
optimal solution achieves a lower cost by distributing itsand enabling more filters becomes reasonable. Eventually,
filtering mostly to the routers with the highest centrality. filtering as much as possible without redundant filtering
As the~; parameter increases, the optimal solution filterbecomes optimal. Table 11l shows the cost results and agerag
less because a cost is incurred when sampling traffic. Whemmber of packets filtered for various valuesgf
~v1 = 10, the benchmark approach filters nd@00 million The solution generated by algorithm 1 always achieves a
bits per time step, but the optimal solution filters just ovelower cost. Wheny, increases even slightly frotto 0.025,

B. Centrality and Sampling Costs Problem Results



Effective Sampling Rate

09

0.8

0.7F

0.6

0.5F

0.4

0.3F

0.2

0.1f

TABLE I

COSTS FOROPTIMAL AND BENCHMARK SOLUTIONS TO THECENTRALITY AND SAMPLING COSTSPROBLEM

Benchmark Optimal
~1 | Filtered (x10%) | Cost (x10'2) | % Filtering | Filtered (x10%) | Cost (x10'2) | % Filtering | % Improvement
0 948 241 0.00% 1043 2.23 0.00% 7.92%
948 3.88 37.8% 316 3.67 13.2% 5.23%
5 948 4.85 50.4% 270 3.95 17.4% 18.6%
10 948 7.30 67.0% 226 4.46 25.8% 38.8%

Effective Sampling Rate for Traffic From Seattle at time step 2
T

I optimal
[IBenchmark
; g !

SNVA LOSA NYCMWASHDNVR HSTN KSCY CHIN IPLS ATLA

Destination

dataset was used in these simulations. We compared these
strategies with benchmark approaches to network traffic
filtering. The simulation results confirm that by applying
optimization tools we can achieve lower costs in a variety of
contexts and when traffic magnitudes change rapidly.

There are several obvious extensions to this work. The
optimization problems developed here should be solved in
a decentralized manner for increased reliability and sgcur
Various update algorithms could be considered when evalu-
ating decentralized solutions.

A natural extension to this paper would involve incorporat-
ing filter effectiveness with Bayesian analysis. This waaild
low for a comparison between signature-based and anomaly-
based filters. Constraints on the amount of signature-based

Fig. 2. Effective sampling rates for traffic originating iea&tle at time step
2 under algorithm 1 and the benchmark approach.

and anomaly-based filtering could be set.

Finally, we are planning to use the Abilene data to per-
form more thorough simulations with the realistic Network
the solution from algorithm 1 begins to filter more than wherSecurity Simulator (NeSSi), described in [8], [12].

~v2 = 0. The algorithm filters more because of the utility to
be gained by filtering. This utility gain decreases the cost
and leads to a greater cost reduction when algorithm 1 i€
used instead of the benchmark approach than in the casg
wherevy, = 0. These trends continue ag increases. By the
time v, has increased t0.5, algorithm 1 filters as much as 3]
possible. Fig. 2 shows the dramatic difference in the dffect
sampling rates resulting from the benchmark approach and
algorithm 1 at a particular time step when = 0.5. (4]

IV. CONCLUSIONS ANDFUTURE WORK

We have studied malware filter placement problems fronts)
an optimization perspective. After drawing the connection
between traffic-weighted centrality measures and traffia-me
surements at routers, we chose a convex cost objectivie]
involving centrality measures. The first optimization prob
lem we considered involves minimizing this cost subject to7)
sampling and effective sampling rate constraints, as veell a
a constraint on the amount of traffic that can be filtered
network-wide. Next we studied the case where instead o
placing a hard upper bound on the quantity of filtering, we
assign a cost to filtering and minimize a sum of it and the
cost metric derived earlier. We then minimized a different’”
cost metric involving a sum of filter deployment and filtering[10]
costs less a utility measure under the same constraints.

. . 11]

We found exact or approximate centralized and dynam 2]
solutions to these optimization problems and simulated the
resulting strategies. Network traffic data from the Abilene
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